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Introduction

Unsupervised Feature Learning on 3D Point Clouds

• Learn good feature representation that captures apparent similarity
among instances, instead of classes, on 3D data
• Incorporate NN for 3D point clouds in an unsupervised feature
learning setting, tested on images (ImageNet)

Unsupervised feature learning pipeline[1]

• Evaluate classification, retrieval results on different 3D datasets,
such as Modelnet, Shapenet
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Unsupervised feature learning pipeline

Z. Wu, Y. Xiong, X. Y. Stella, and D. Lin. Unsupervised feature learning via
non-parametric instance discrimination. CVPR, 2018

• Formulates unsupervised learning from a different non-parametric
perspective
- Classification problem at instance-level
• Exploits advanced architectures and techniques from supervised
learning
• Compact feature encoding in 128 dimension for each image
→ 3D Neural Nets as backbone to encode 3D models as feature vectors
https://github.com/zhirongw/lemniscate.pytorch/
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3D Neural Nets for the 3D models representations
• 3D-PointCapsNet: Auto-Encoder for sparse 3D point clouds
preserving spatial arrangements

Y. Zhao, T. Birdal, H. Deng, and F. Tombari. 3D point capsule networks. CVPR,
2019

• SPH3D-GCN: Spherical Kernel for Eﬀicient Graph Convolution on
3D Point Clouds

H. Lei, N. Akhtar, and A. Mian. Spherical kernel for eﬀicient graph convolution on
3D point clouds. IEEE TPAMI, 2020

• PointCNN, etc.
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3D Point Capsule Networks

Y. Zhao, T. Birdal, H. Deng, and F. Tombari. 3D point capsule networks. CVPR,
2019

3D-PointCapsNet: Auto-Encoder for sparse 3D point clouds preserving
spatial arrangements of input data
• Eﬀicient latent space
• For classification, reconstruction, part interpolation and extraction of
3D local descriptors

• Enables new applications such as part interpolation and replacement
https://github.com/yongheng1991/3D-point-capsule-networks/
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Unsupervised Feature Learning
via Non-parameteric Instance
Discrimination

Supervised learning results motivate unsupervised approach

• NN classifiers can capture apparent visual
similarity among categories
• Classes with higher responses are visually
correlated
e.g. leopard → jaguar, cheetah

→ Similarity in data brings some classes closer than others!
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Pipeline for unsupervised feature learning

1. Backbone CNN to encode each image as a feature vector
2. Project feature vector to a L2 normalized 128-dimensional space
3. Feature embedding is learned via instance-level discrimination
- Tries to maximally scatter the features over the 128d unit sphere
Goal: Learn an embedding function that maps visually similar images closer
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Non-Parametric Softmax Classifier

Parametric softmax: For image x with
feature v = fθ (x)

Non-Parametric softmax: wTi v → vTi v
and enforce ||v|| = 1 via L2 norm layer

exp(wTi v)
P(i|v) = ∑n
T
j=1 exp(wj v)

exp(vTi v/τ )
P(i|v) = ∑n
T
j=1 exp(vj v/τ )

w serves as a class prototype preventing
explicit comparisons between instances

τ : temperature parameter tuning
concentration of v on unit sphere

Learning with A Memory Bank
• P(i|v) needs vj for all images → save to Memory Bank V = {vj }
• Update V after each learning iteration: fi = fθ (xi ) → vi
∑
exp(vTi fi /τ )
, Zi =
exp(vTj fi /τ )
Zi
j=1
n

P(i|v) =
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Noise-Contrastive Estimation (NCE)
• Non-parametric softmax is expensive for large number of classes
- e.g. at the scale of millions - ImageNet
∑
exp(vT
i fi /τ )
, Zi =
exp(vT
j fi /τ )
Zi
n

P(i|v) =

j=1

• NCE: Cast multi-class into a set of binary classification problems
• Discriminate between data samples and noise samples
• Approximated training objective: minimize negative log-posterior
dist. of data and noise samples
• Estimate normalizing constant Zi via Monte Carlo approximation,
assuming that noise samples are m (m = 4096)
n ∑
exp(vT
jk fi /τ )
m
m

Z ≃ Zi ≃ nEj [exp(vT
j fi /τ )] =

k=1

jk is a random subset of indices
• Approximation from initial batches appears to work well in practice
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Weighted k-Nearest Neighbor Classifier

Weighted k-Nearest Neighbor to classify test image x̂
1. Compute feature representation ^f = fθ (x̂)
2. Cosine sim with all embeddings in Memory Bank: si = cos(vi , f̂)
3. Use k nearest neighbors to make prediction via weighted voting
∑
For class c: wc = i∈Nk ai (ci = c), ai = exp(si /τ )
• τ = 0.07 and k = 200
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Top-1 classification accuracies

• Linear SVM on intermediate features from conv1 to conv5
• k-NN on output features

11

Retrieval results

Queries from validation set; Retrievals 10 closest instances from training set
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Results

Experimental results demonstrate:
• Surpasses unsupervised learning SOTA on image classification by a
large margin
- top-1 acc.: 42.5% on ImageNet1K, 38.7% on Places205
• Improves with more data and deeper networks
• Competitive results for semi-supervised learning and object detection
• Enables fast nearest neighbour retrieval at the run time
-128feats/image → 600MB storage for a million images
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3D Point Capsule Networks

3D Point Capsule Networks
3D point-capsule networks (3D-PointCapsNet) is an auto-encoder for
generic representation learning in unstructured 3D data[2]
• Respects geometric -hierarchical- relationships between parts
(parts-to-whole)
• Combines the outcome of multiple max-pooled feature maps into a
powerful latent representation (unsupervised Dynamic Routing)
• Alleviate the restriction of parameterizing the latent space by a single, low
dimensional vector
• Novel 3D point-set decoder operating on capsules
- better reconstructions with increased operational capabilities
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CNN challenges & Capsules
CNN
• Effectively detect features
• May not preserve spatial, hierarchical, relationships among features
- such as perspective, size, orientation
• Max pooling reduces the amount of detail processed at higher layers

Capsule

A group of neurons whose activity vector represents instantiation parameters
(e.g. position, size, hue) of a specific type of entity such as an object or an
object part.

https://jhui.github.io/2017/11/03/Dynamic-Routing-Between-Capsules/
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Capsule Neural Network (CapsNet)

https://github.com/naturomics/CapsNet-Tensorflow/

Capsnets
• Replace scalar-output feature detectors with vector-output capsules
- Vector length: probability of an observation
- Vector direction: instantiation parameters of the input (e.g. pose,
texture, etc.)

• Replace max-pooling with routing-by-agreement
→ Attempt to better model hierarchical relationships
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CapsNet Architecture
Routing-by-agreement
• CapsNet consist of several layers
• Lower-level capsules make predictions, via transformation matrices, for
instantiation parameters of higher-level capsules
- Correspond to simple entities, such as rectangles, triangles
• When multiple predictions agree, a higher-level capsule becomes active
- Identify more complex entities, such as doors, windows
CapsNet Architecture

S. Sabour, N. Frosst, and G. E. Hinton. Dynamic routing between capsules. NIPS, 2017
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3D-PointCapsNet Architecture: Encoder

1. Input is an N × 3 point cloud (fixed N=2048)
2. Point-wise MLP (3-64-128-1024) to extract individual local feature maps
(similarly to PointNet)
3. Features are then sent to independent Conv-layers with different weights
& max-pooled to 1024
4. Pooled features are concatenated to Primary Point Capsules (PPC)
(1024 × 16)
5. Dynamic Routing embeds PPC into higher level Latent Capsules
(fixed size 64x64)
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3D-PointCapsNet Architecture: Decoder

1. Every capsule replicated m times & each replica appended to a randomly
synthesized 2D grid (m = 32)
2. Latent Capsules as feature maps are inserted into MLP(64-64-32-16-3)
to generate multiple point patches X̂i
-These point patches target different regions thanks to DR
3. The patches are collected into a final point cloud and Chamfer distance is
measured to the input
1 ∑
1 ∑
min ||x − x̂||2
dCH (X, X̂) =
min ||x − x̂||2 +
x∈X
^
^
|X|
^
x∈X
|X|
x∈X

^
^
x∈X
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Unsupervised training to specialized capsules

• Capsules appear to specialize on local parts of the model
• Concentrate on semantically similar regions

Distribution of 10 randomly selected capsules on reconstructed shapes
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3D Local Feature Extraction & 3D Reconstruction
Local feature extraction from point cloud data
• PPF-FoldNet: replace FoldingNet AE with 3D-PointCapsNet
• 3D-PointCapsNet surpasses SOTA by ~10% on learning local feats

• Also surpasses SOTA by ~12% on rotated 3DMatch benchmark
3D Reconstruction
• Lower reconstruction error on ShapeNet Core v2 dataset
• Chamfer dist. averaged over all categories, for N > 2K points
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Transfer Learning for 3D Object Classification

Transfer Learning classification accuracy on ModelNet40
• Latent capsules as features representations
• Train linear SVM classifier to regress the shape class
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Incorporating Optional Supervision for Part Segmentation
Per-capsule classification: associate capsules to object parts
• Input: latent-capsules by pre-trained encoder
• Output: part label for each capsule
• MLP with cross entropy loss to classify latent capsules into parts
- trained independently from 3D-PointCapsNet AE
• Ground Truth (GT) capsule labeling is obtained by
1. Reconstructing local part given the capsule and a pre-trained decoder
2. Retrieve label of nearest neighbor (NN) GT point
3. Find most frequent one among retrieved labels
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Part Interpolation / Replacement

• Spot Latent Capsule pairs belonging to same parts of two 3D point shapes
- Linear Interpolation in the latent space between the selected capsules

- Replace - switch latent capsules and reconstruct (cut-and-paste)
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Results

Quantitative and qualitative evaluation demonstrates:
• Surpasses SOTA by a significant margin on multiple frontiers
• 3D local feature extraction
• Point cloud reconstruction
• Transfer learning

• Wider range of 3D application
• Part replacement
• Part-by-part animation via interpolation

• Generalization to unseen data, reaching accuracy levels up to 85%
- even when using 1% of training data
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Next steps

Latent Capsules representation instead of CNN backbone
• Experiment with pre-trained model representation
- Trained on ShapeNet, ShapeNet Parts
- Evaluate on ModelNet
Table: ModelNet classification accuracy on limited training data using SVM on
representations from pretrained models on ShapeNet

ShapeNet Core13
ShapeNet Part

1%

2%

5%

20%

100%

0.52
0.56

0.64
0.64

0.73
0.76

0.82
0.83

0.87
0.88

26

Next steps

Latent Capsules representation instead of CNN backbone
• Train 3D-PointCapsNet Encoder in Usupervised Feature Learning
- Compare against accuracy with Transfer Learning representations
- Train Decoder on new Latent Capsules to evaluate reconstruction
• Evaluate accuracy/retrieval on bigger datasets, such as ABC-Dataset
(>1M CAD models)
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Thank you!
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